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Reasoning = World Model + Search Strategy
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Why think step by step? Reasoning emerges from the locality of experience. NeurlPS 2023.



Reasoning = World Model + Search Strategy

Mathematical reasoning:
Searching on a model in the mind

If A then B, ...
Wait !

Question: If a>1, then the sum of the real solutions of ./a — ./a + x = xisequalto

Response: <think>

To solve the equation «/a— </a+x =x, let’s start by squaring both ...
(Ja-Ja+x)*=x?za-Ja*tx =x2.

Rearrange to isolate the inner square root term:
(a-x)?=a+x=>a%-2ax*+(x?)?=a+x=>x*-2ax?>-x+(a’-a)=0

Wait, wait. Wait. That's an aha moment | can flag here.

Let’s reevaluate this step by step to identify whether the correct sum can be ...
We started with the equation:

Ja-Ja+x =x

First, let’s square both sides:

a-.Jatx=x’=.Jatx=a-x>

Next, | could square both sides again, treating the equation: ...

DeepSeek-R1 incentivizes reasoning in LLMs through reinforcement learning. Nature 2025.



Reasoning = World Model + Search Strategy

Planning:
Searching on a model
of external world

Agent Learning via Early Experience.

Training Example | TravelPlanner

Task:

Current State:

Expert Action:

Please help me plan a trip from St. Petersburg to Rockford spanning 3 days from
March 16th to March 18th, 2022. The travel should be planned for a single person
with a budget of $1,700.

Total Days: 3, Initial Budget: $1700, Spent: $0, Remaining: $1700 Day 1:
transportation: PENDING, breakfast: PENDING, attraction: PENDING, lunch:
PENDING, dinner: PENDING, accommodation: PENDING Next action required:
Plan day 1 transportation Available: Flight F3573659: $474, Departure 15:40, Arrival
17:04

{"action_type": "SET TRANSPORTATION", "day": 1, "field": "transportation",
"value": "Flight Number: F3573659, from St. Petersburg to Rockford, Departure
Time: 15:40, Arrival Time: 17:04", "cost": 474}

Implicit World
Modeling:

e SET TRANSPORTATION (F3573659) — “After this action, you’ve spent $474,
leaving $1226 from your $1700 budget (28% used). Good start! You're traveling to
your destination.”

e SKIP  TRANSPORTATION — “After this action, you’ve spent $0, leaving $1700
from your $1700 budget (0% used).”

Self-Reflection:

Important: Consider all constraints. Flight F3573659 is a valid option at $474. It
satisfies all constraints and gets me to my destination efficiently. The only alternative is
skipping transportation, which prevents reaching the destination. Given all constraints
and optimization factors, Flight F3573659 is indeed the best choice as it’s the most
cost-effective option that enables the trip. Therefore, Flight F3573659 is optimal.
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Incomplete History of World Models

World Models

A Path Towards Autonomous Machine Intelligence

Version 0.9.2, 2022-06-27
David Ha! Jiirgen Schmidhuber 23

Dudes showing up at the first
conference for World Models...

> 2022

Video-Gen

DREAM TO CONTROL: LEARNING BEHAVIORS \( World Labs
BY LATENT IMAGINATION



Mental Models of Human

Kenneth Craik
Psychologist
(1943)

Simulation and Planning:

“If the organism carries a “small-scale model” of external
reality and of its own possible actions within its head, it is able
to try out various alternatives, conclude which is the best of
them, react to future situations before they arise, utilize the
knowledge of past events in dealing with the present and the
future, and in every way react in a much fuller, safer, and more
competent manner to the emergencies which face it.”



World Models for Al: From System-1 to System-2

System-1 ‘//“/

Agent (Reflex):
Not utilize

ercept
the world model E .
nor the cost. e e World Models:
s[1] How the world transits under interventions
—> Pred(s,a)
action \@_/‘ f: State x Action » Next State
a[0] Actor I I
' Interventions

Yann LeCun. A path towards autonomous machine intelligence. 2022.
Dan Klein and Pieter Abbeel. Introduction to Artificial Intelligence.



World Models for Al: From System-1 to System-2

C(s[0)) C(sft]) C(s[t+1]) C(s[T-1])

Yann LeCun. A path towards autonomous machine intelligence. 2022.
Dan Klein and Pieter Abbeel. Introduction to Artificial Intelligence.

C(s[T]

System-2 Agent
(Planning/Model
Predictive Control):

Act through an
optimization procedure
running the world model.

Amortized Inference
(Model-based RL):

A policy module
mimicking (distilling) the
planned optimal actions



Planning with World Models

Optimizing Action Sequence: Once you can evaluate it, you can improve it!

* _
a = argmadx [Est+1»rt~p9(5t»at) [Ztrt]

ai.t

Z1 Predictor 22 Predictor e Predictor 2H Cost Zg

Encoder Encoder
a4 do dy
solver
L |

Search-based methods (CEM, MPPI, etc.)
Gradient-based planning

LeWorldModel: Stable End-to-End Joint-Embedding Predictive Architecture from Pixels.
10



Making World Models More Scalable and High-Fidelity

Model

: 26M 436M 1.1B
Size
Pretraining
Pretraining Internet-
Data 20l 1.5M scale
y Y r ¢
ContextWM iVideoGPT Vid2World
(2023) (2024) (2025)
.. RLVR-World
Post-training (2025)

11



Dreamer: An Instantiation of World Models

A A A A A A

= a, a, 1 1 2 2 3 3
=P s % ° ® ®
I )@ ied LN N
§° - Policy Observations
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<3 4 Model Learning with Behavior Learning by

S = Sequential Variational Inference Latent Imagination

Lukasz Kaiser, et al. Model-Based Reinforcement Learning for Atari. ICLR 2020.

Danijar Hafner, et al. Dream to control: Learning behaviors by latent imagination. ICLR 2020.
Danijar Hafner, et al. Mastering atari with discrete world models. ICLR 2021.

Danijar Hafner, et al. Mastering diverse control tasks through world models. Nature 2025.
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Kick Start Video Pre-training: ContextWM (2023)

Video Pre-training for World Models:
Learning representations useful for understanding the dynamics via
generative pretraining on abundant in-the-wild videos

Positive transfer for

In-the-wild Video Data Visual Control Tasks MBRL sample efficiency
Robotic Manipulation Effects of Pre-training
_l Human 100 A
m I o / ; _ -
‘ Interaction U
Videos 80 A
v Robotic Locomotion %
Human ' m w 907
Motion II I \L\— %
Videos I ety World Fine-tuning ~ 8 401 ContextWM (Pre: Y)
) 3 —— Contex re:
MOde]. Autonomous Driving » ContextWM (Pre: N)
= Bl o Enlee 207 —— Plain WM (Pre: Y)
II Vﬁg’;r)‘sg ;—é N —— Plain WM (Pre: N)

0 5 10 15 20 25
Environment Steps (x10%)

Jialong Wu, et al. Pre-training Contextualized World Models with In-the-wild Videos for Reinforcement Learning. NeurlPS 2023.
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Scalable & Interactive World Models: iVideoGPT (2024)

ContextWM based on recurrent networks (RNNSs) still lack the scalability
required by large-scale data...

v Scalability

v Interactivity

pR —=.' S -

A
Encoder Encoder U (RPN DR I . D
\ » @Dt

I __________________________
‘ e Tokenize
04 02:4

Compressive tokenization Interactive prediction with Transformers

Jialong Wu, et al. iVideoGPT: Interactive VideoGPTs are Scalable World Models. NeurlPS 2024. 14



Scalable & Interactive World Models: iVideoGPT (2024)

Total 1.5 million
trajectories of
human and robot
manipulation

Action-free
video prediction
samples

Jialong Wu, et al. iVideoGPT: Interactive VideoGPTs are Scalable World Models. NeurlPS 2024.

= N ]

A versatile foundation

adaptable for a wide range of

downstream tasks

N
Video
Prediction
J
N

Model-based RL

Visual

15



Leveraging Extensive Pre-training: Vid2World (2025)

We are still limited by domain-specific pre-training...

Vid2World transfers the physical priors and generative capabilities learned by
Internet-scale pre-trained video diffusion models.

Autoregressive, interactive,

Full-sequence, non-causal,
action-conditioned world models

passive video diffusion models

. ‘[r gl In-Domain Robot
. gt *‘Ei( "1 Action-Labeled Manipulation |
=T ' Data ‘
Cross-Domain Vldzworld Game
Action-Labeled Data 6' Simulation
——————— , Internet-Scale r )
| . . |
Internet-Scale lu DUI Pretrained Video Open-World o
A CtianePiEs Ve deol Dhia R ' Diffusion Model Navigation | [§
\.

Sigiao Huang, Jialong Wu, et al. Vid2World: Crafting Video Diffusion Models to Interactive World Models. ICLR 2026.
16



Leveraging Extensive Pre-training: Vid2World (2025)

v Video Diffusion m m m m m m m m m
Causalization [ %%% ]Causal Transform[ :: ; E i : ] Action Condition [ :: % i ]
I | i } | ‘ T l T

v' Causal Action |
Guidance

Video Diffusion Models Causal Diffusion Models Interactive World Models

Robot manipulation 3D game simulation Open-world navigation

Sigiao Huang, Jialong Wu, et al. Vid2World: Crafting Video Diffusion Models to Interactive World Models. ICLR 2026.
17



Post-training World Models with RL: RLVR-World (2025)

Pre-training: Maximum likelihood estimation (MLE) via cross-entropy loss is
scalable but often misalign with task-specific goals of world models

 Mean squared error vs. perceptual metrics
« Teacher forcing vs. autoregressive generation »
« Non-end-to-end architecture

'S O ) Samples | \) Decod S’ = = .
Surrogate S @}Q Direct amees ‘(——3—49_’{ i }_»54 POSt'tralnlng: Reinforcement
optimization v optimization Zd et
M O O (RLVR) S e s
— Pre-train —
World Model ] [ World Model
____\ ____________________ Post-train ___: ____________________
' ? t . ?
S a s’ S a Samples

Jialong Wu, et al. RLVR-World: Training World Models with Reinforcement Learning. NeurlPS 2025.

- Language models: repetition and hallucination
* Video models: blurry predictions

: Learning with Verifiable
Rewards (RLVR)

R, = sign(D) - D (3), )

Prediction Metrics as Verifiable Rewards

18



Post-training World Models with RL RLVR World (2025)

iVideoGPT with RLVR

Sharp training speed up:
More than 1000x!

Reduced Artifacts:
Repetition caused by likelihood-
based objectives

Single-Step Prediction

0.145
Pre-train
(MLE)
0.140 +
7] i
o 0.135
o
=1 0.130 1
0.125 A

0 20 40 60 80 O 30 60 90 120150
Training Steps (x10%) Training Steps (%1)

Video World Modelmg t

Ground-truth

RLVR-World

Base model

Ground-truth

RLVR-World
(No repetition)

Base model
(Repetition)

Policy Eval

Open Drawer
Success
(RT-1
Converged)

Failure
(RT-1 Begin)

Jialong Wu, et al. RLVR-World: Training World Models with Reinforcement Learning. NeurlPS 2025. 19



World Model Utilities: Evaluation, Planning and Improvement

Real2Sim Policy Evaluation Visual Model-based RL with iVideoGPT
Open Drawer Close Drawer
o 107 SIMPLER-VA I SIMPLER-VA Dreamer T " v
§ 08 EIMPll_\AEIz-\fM ] EIMPKAEZ-\I/M 'y 'y
» . — ase hioae  — ase vioae > C. /
é 06 | = _RLYR-Wari | — RWR-Worid Env E E 0_*_ _><b]
‘é 0.4 - MBPO Latent Imagination
% 0.2 ours)  Eny —»
> T v
Yoi—— - | ivideoGPT ]—:Dj . -1
00 02 04 06 08 10 00 02 04 06 08 1.0
Real Success Rate Real Success Rate World model rollouts Standard model-free RL
Web Page Stage Prediction
Web Page State Prediction | Web Agent 0.70 -
Model Model Precision Recall Fl Success Rate 0 ;5 |
L] L] m :
Predictive Base (RI-Dist-Qwen-1.5B) 15.59% 15.70% 11.83% n/a g 0.60-
Control for SFT 48.99% 56.05% 49.94% 12.06% P 055
Web Agents RLVR-World (Ours) 72.77% 64.55% 65.11% | 14.29% " 050 Training
A +48.5% +15.1% +303% | +18.4% " T Tt

Training Steps

Jialong Wu, et al. iVideoGPT: Interactive VideoGPTs are Scalable World Models. NeurlPS 2024,
Jialong Wu, et al. RLVR-World: Training World Models with Reinforcement Learning. NeurlPS 2025.

0 250 500 750 1000 1250 1500
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Fast-Growing Field of World Models

Post-training World
Models with RL

World Model as An
Environment for
Policy Evaluation and
Improvement

Post-training VLA with
World Models

-

| _Ibe
Tencent HY World 1.5

W o~ LT

(a) Real vs. DREAMDOJO success rates.
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(a) Imitation Learning
" \(\e i
= Human
Demonstration yLA

Data limitation X

F 2

- 1A

Action
Sequence .

Auto-Regressive Video Diffusion (7o4)

Sec 3.2 Clip-Level Rollout for Autoregressive Generation

Shared Prefix from Clip 1 to Clip n-1_(¢; .. Xn—1)

b |-

Sec 3.3 Reward Functions for Interactive Generation

(b) Model-based planning results.
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299% 41%
o
35%

Optimality Reward

48%

Sec 3.4 Efficient RL Optimization

EMA Update

68%

63%

ModelA  ModelB  ModelC ModelD  Model E

Policy

(b) Previous Post Training

g
Feedback
VLA

Real World /

w/
DreamDojo

Physical Simulation

Irreversible / Expensive )

ModelA  ModelB  ModelC Model D  Model E

Policy

w/
DreamDojo

(c) Post Training with World-Env

g

= Feedback '@'
VLA World-Env
Reversible & Cheap \/
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Fast-Growing Field of World Models

Are We Already Done?

Humans do not think in terms of
continuous raw-pixel prediction or algorithmic action optimization

22
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Reasoning = World Model + Search Strategy

Traini Multimodal Algorithmic Reasoning
aining samples
(mOO0,000) (M AR)

target: X16

X1 2_0 In Conjunction with the IEEE/CVF Conference on Computer Vision andPattern Recognition2026
’ X4=1 Room 601, Colorado Convention Center, Denver, CO, USA

X11=1 8:55 AM - 12;30 PM MDT on June 4, 2026

X16=0

Estimator

— direct prediction
. D = P, - = free generation

C
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® fully observed
® local (geom)
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Flexible and intuitive search



Flexibility

RL as meta-search: searching the search strategy

b DespSeek-F1-Zero average length per response during tralning Question: If a>1, then the sum of the real solutions of ./a — -/a +x = xisequalto

20,000 - Response: <think>

17,500 - To solve the equation «/a— -/a+x =x, let’s start by squaring both ...
8 15,000 - (Ja-Ja+x)?=x?’sa-.Ja+x =x>.
s Rearrange to isolate the inner square root term:
? 12,500 (a-x?)?=a+x=>a%-2ax%+(x?)?=a+x=>x*-2ax?-x+(a’-a)=0
[0
g 10,000 -
qé')’ Wait, wait. Wait. That's an aha moment | can flag here.
“g’, 7,500 - Let’s reevaluate this step by step to identify whether the correct sum can be ...
E’ 5,000 - We started with the equation:

a-.Ja+tx =x
2,500 First, let’s square both sides:
o a-Jatx=x’>.Jatx=a-x2
(') 2,0'00 4,0'00 61600 810'00 10,'000 Next, | could square both sides again, treating the equation: ...
Steps

DeepSeek-R1 incentivizes reasoning in LLMs through reinforcement learning. Nature 2025.



Reasoning = World Model + Search Strategy

Training samples
(x1,000,000)
i

target: X16
X12=0

> X4=1
X11=1

X16=0 ,
Estimator

direct prealctlon target: X5

X12=0
X5=_

£ .
ree generatlon target: X!
g X12=0
fg‘ X11=1
£ X16=0
2x3=0
§ X15=1
g X10=1
X5=_

Train condition

— direct prediction
. D = P, - = free generation

® fully observed
® local (geom)

0.05- V. A \
Y > ~e

Mean squared errorj

0.00-

006400 2.5¢+08 5.0e+08 7.5¢+08
Number of tokens

Abstraction and Multimodality

Multimodal Algorithmic Reasoning
(MAR)

In Conjunction with the IEEE/CVF Conference on Computer Vision andPattern Recognition2026
Room 601, Colorado Convention Center, Denver, CO, USA

8:55 AM - 12;30 PM MDT on June 4, 2026
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Mental Models of Human

Jay Wright
Forrester

Father of system
dynamics

(1971)

World Models

David Ha! Jiirgen Schmidhuber 23

Abstract Representations:

1
The image of the world around us, which we carry in

our head, is just a model. Nobody in his head imagines
all the world, government or country. He has only
selected concepts, and relationships between them, and
uses those to represent the real system”

27



Which Representation to Predict?

Abandon
generative models!

"Modeling the world for action by generating
pixel is as wasteful and doomed to failure..."

"It's much more desirable to generate
abstract representations of those
continuations that eliminate details in the
scene that are irrelevant to any action we
might want to take."

Raw Pixels vs. Abstraction

OpenAll. https://openai.com/research/video-generation-models-as-world-simulators
Yann LeCun. https://twitter.com/ylecun/status/1758740106955952191

28



Abstraction Matters: HarmonyDream (2024)

P

A

A

World Model

A

00 N 0 T2 O3

---

R

]

~

4

>1:1 1:1 0:1 )

Observation Modeling vs Reward Modeling @

Explicit MBRL J Explicit MBRL Implicit MBRL

Recurrent World Models, TD-MPC,
SimPLe, MuZero,
Dreamer, etc. EfficientZero, etc.

HarmonyDream
(Ours)

World Model Learning Y

A Multi-task (Multi-modal) View of World Models

* Observation Modeling: how the environment transits and is observed

P (Ot—l—lzT \ O1:t, CL1:T)

how the task has been progressed Adaptive weighting reward

modeling leads to more

p ( ‘ 01:¢, CL1:T) task-oriented representations

Haoyu Ma, Jialong Wu, et al. HarmonyDream: Task Harmonization Inside World Models. ICML 2024.
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Abstraction Matters: HarmonyDream (2024)

RObOt|C man|pU|at|On 100+ Handle Pull Side 100- Sweep Into 100+ Assembly 100- Reach Target
~—— DreamerV2 ——— DreamerV2
;\3 80 1 801 |=— HarmonyDream (Ours) 80 - g 80 | = HarmonyDream (Ours)
2 2
@© 601 60 1 601 @© 60
hd hd
@ »
% 401 40 401 % 401
o O
(] (&)
@ 201 20 20 @ 201
0- ~ w\/\/ 0 MA _ A A 0 | | _ | 0- | | ‘ '
0 10 20 0 20 40 0 25 50 75 100 0 25 50 75 100
Environment Steps (x10%) Environment Steps (x10%) Environment Steps (x10%) Environment Steps (x10%)
(a) Meta-world (b) RLBench
~ Atari 100K (26 tasks) 4365 100+ Minecraft Hunt Cow
X
— ——— DreamerV3
o 125 12
5 105 < 804|— Harmony DreamerV3
Q Human Level 96 <
@ 100 - S
g g
M | :
£ o 401
N -
% 25 »n 201
S
T
SimPLe SPR TWM IRIS DreamerV3 Ours Ob 20 40 60 80 100
Methods Environment Steps (x10%)

Haoyu Ma, Jialong Wu, et al. HarmonyDream: Task Harmonization Inside World Models. ICML 2024.
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Different Levels of Abstraction

Abstraction Levels

Latents
(maybe JEPA)

Language

Images

Videos

3D

A new dimension of world models

A
8 o T @t o
Towards Efficient World Models Neural Objects: The Missing
O2s 19 V072 i 522K ~ 2 | | Abstraction in World Models
Written by Chris Manning, lan Goodfellow, and Fan-Yun Sun Os Qa9 QO 253 tht 79K N a
. . >
Perception Prediction Planning

World Model Utilities

31



Different Levels of Abstraction

We have no objective signals in the wild!
How to learn abstract latent embedding
at scale?

JPEA?

Approximate by
N

Multimodal world models
Visuals (concrete) + Languages (abstract)

32



Dual-Coding Theory of Human Cognition

. » Non-verbal
Mind processes processing
information along two connections ™\, m
- & mtegratlon/
different channels: |

] g X Verbal P f
verbal and nonverbal. m

Stimuli Senses Working Memory Long Term Memory
(limited capacity)

World Model: Mental Model of the World

Ya

Verbal/Symbolic Knowledge

F =ma

Allan Paivio
Professor of psychology

Dual Representations of World Knowledge

Visual/lmagery Knowledge

Q‘\Q

Prefer in Daily Life
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Language as Abstract Representation of World States

TextWorld Emb&died
Q
L leom
Goal: orange on blue; yellow on orange > o i 4\:!
Advantage of language: So T
v’ Semantic Abstraction Qo Pickupormnge /
(discarding irrelevant details) sy = =l
v’ Temporal Abstraction a, Stack ton b
(learning hierarchical policies) 5, =_B P ""LV{fk:.f{fan—
v Interpretability , e banimanelel "

v" Prior knowledge from LLMs s.T —

Reasoning with Language Model is Planning with World Model. EMNLP 2023.
Mohit Shridhar, et al. ALFWorld: Aligning Text and Embodied Environments for Interactive Learning. ICLR 2021.
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Chain-of-Thought Reasoning with Verbal World Models

World modeling as an inherent capability rather than a separate model.

During CoT reasoning, LLM/VLMs explore, reflect, and backtrack within the structured
solution space, guided by their world knowledge.

Mathematical Reasoning Travel Planning Everyday Activity Planning
Question: If a>1, then the sum of the real solutions of ./a — ./a + x = xisequalto Task: Plan a trip with a budget of $1,700. ST Qb Bl el G

Feospone stk <think>STATE: Initial Budget: $1700, Spent: $0. =,
To solve the equation ./a— -/a+x =x, let’s start by squaring both ... Day 1: transportation: PENDING...Available: %, g ?v ,&
(8= JaFX)i=xE>a = (aFX =x* Flight F3573659: $474 at =—ad b

Rearrange to isolate the inner square root term:

(a-x?)?=a+x=>a’-2ax’+(x?)?=a+x=>x*-2ax?-x+(a*-a)=0 ?I?Tr:oli\l3:5p7lggsd9ay 1 transportation. Select <think>... ACTION: Cook the eggs in the pan
ight . _ ) , STATE: This action changes the state of the
Puzzle Solving $474, leaving $1226 from your $1700 budget... The eggs are now partially cooked and are
I:l g _ being transformed into curds. The heat from
| ‘ [ <think>From S at [452, 59], the only the pan cooks the eggs, and the stirring action
: _IE avallable move IS WeSt tO [359, 59] ...... State/ObseNat|On ACtion ensures even cooking."

Planning with reasoning using vision language world model.

Revisiting the necessity of lengthy chain-of-thought in vision-centric reasoning generalization.

DeepSeek-R1 incentivizes reasoning in LLMs through reinforcement learning.

Agent learning via early experience. 35



Chain-of-Thought Reasoning with Verbal World Models

World modeling as an inherent capability rather than a separate model.
During CoT reasoning, LLM/VLMs explore, reflect, and backtrack within the structured

solution space, guided by their world knowledge.

<|trace_context_start|>
def count(s, t):
n=2=2
for ¢ in s:
n += int(c == t)
return n

Agentic (baseline)
count("strawberry", "r") # << START_OF_TRACE
Agentic reasoning

<|frame_sep|>
<|call_sep|]> {"s": "'strawberry'", "t": "'r'"} <|action_sep|> def count(s, t): WM-based agentic reasoning
<Iframe_sep|> (future research)
<|line_sep|> {"s": "..", "t": ".."} <|action_sep|> n=2~0
<|frame_sep|>
<|line_sep|> {"s": "..", "t": "..", "n": "@"} <|action_sep|> for c in s: Types ofdata

<|frame_sep|>

. . : T Text/code/tool call
<|line_sep|> {"s": "..", "t": "..", "n": "..", "c": "'s'"} <|action_sep|> n += int(c == t)
T, Text/code with reasoning
<|frame_sep|> 0 Observations
<|return_sep|> <|action_sep|> returnn <|arg_sep|> "3"

<|frame_sep|>

CWM: An Open-Weights LLM for Research on Code Generation with World Models

o

Inference

1 [e] 1 O Ik (e] T
T IBE O i o T I (e] 1F

T, T o W o T o W (o]

Unrolling plan with world model

Prompt (or context) text / code
Human annotated text / code

Rewards

./ o [ o [0

World modeling type of data

il O Bl o T (o]

WA ST
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Expert Performance in Formal and Abstract Domains

Article Open access Published: 17 September 2025

DeepSeek-R1incentivizes reasoning in LLMs through
reinforcement learning

Mathematics and Coding

Code refactoring tasks SWE-bench Verified (n=500)

80% 80% 72 8% 74.5%

> >
) )
© ©
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Grounding Also Matters:
Visual Generation for Reasoning (2026)

Tsinghua University ||l By‘tqunce | Seed
Visual Generation Unlocks Human-Like Reasoning : : o
through Multimodal World Models A T‘*"”S_";{e;f‘_&?';m

Jialong Wu'2*, Xiaoying Zhang?', Hongyi Yuan?, Xiangcheng Zhang'?*, Tianhao
Huang!, Changjing He!, Chaoyi Deng'**, Renrui Zhang?, Youbin Wu?, Mingsheng
Longhf

A perspective on:

1. What is multimodal world models and why do we need it?
2. When and how does visual generation benefit reasoning?

Jialong Wu, et al. Visual Generation Unlocks Human-Like Reasoning through Multimodal World Models. arXiv 2026.
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Multiple Observations of the World

Underlying world states can be
observed through multiple
modalities with different focus.

Multimodal world models
approximate MOMDP:

M= (S, A p, @ 04, ep)
different observations (views)
parameterized by @

Verbal

/ Observations
\ Visual

Observations

A stack of cubes with
an L-shaped front
view and an inverted
L-shaped right view.

A stack of unit
cubes positioned at
(0,0,0), (1,0,0),
(0,1,0), and (0,0,1).

eF

Multi-Observable Markov Decision Process
Observations

00) (08) C2) @) () (o5

S

State

Action @

Jialong Wu, et al. Visual Generation Unlocks Human-Like Reasoning through Multimodal World Models. arXiv 2026.
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Atomic Capabilities of World Models

World Reconstruction: reconstructing the environment structure from a few observations

End-to-end

Perception: § = enc(0g,,...,04, ) = S I

Novel view synthesis

Po (0¢n+1 | 0615 -+ chn)

Decoding: 04,., = dec (8, dni1) = eg, ., (5)

Top Front-
view right

qlont World Model Back
view view
Right (0,0,0), (1,0,0),
view (0,1,0), (0,0,1).

Experience of navigating the world

Jialong Wu, et al. Visual Generation Unlocks Human-Like Reasoning through Multimodal World Models. arXiv 2026.
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Atomic Capabilities of World Models

World Simulation: simulating how the world evolves into the future

. End-to-end _ o
Perception: § = enc(0g,,...,04, ) = S | Future observation prediction

Po (0¢41 | O0<t, agt)

Prediction: §' ~ pred(s,a)

% — World Model — %

— World Model —
(0,0,0), (1,0,0),
o100 —*  WorldModel  —> (0,1,0),(0,0,1),
1y ’ » * (2,0:0)'

Experience of interacting with the world

Jialong Wu, et al. Visual Generation Unlocks Human-Like Reasoning through Multimodal World Models. arXiv 2026.
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Reasoning with World Modeling

Explicitly maintain evolving observations,

Chain-of-thought reasoning generated by world modeling capabilities,
Refine as evidence of reasoning
R:Tl,TQ,...,TH ‘ R:(7“1,01),(7’2,02),...,(TH,OH)
Intermediate steps Logical reasoning step Observation

% Given the three views of a cube stack ] 11 , how can we modify the stack to match the desired back view? m
-]

World Reconstruction World Simulation

”E” o e i ,
| Y v

Top Front Right Reconstruct the Tryputa
view view view full structure new cube

Get the answer: Pl Imagln(? the P — Wait, retry P Imaglng the
Put at (2,0,0) back view another choice back view

Jialong Wu, et al. Visual Generation Unlocks Human-Like Reasoning through Multimodal World Models. arXiv 2026.
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Reasoning with World Modeling

Implicit world modeling: purely verbal CoTs, with no explicit observation generated

R = [(Ti, 02-)] Verbal world modeling: purely verbal CoTs, with observations as verbal descriptions

L

Observation Visual world modeling: interleaved verbal-visual CoTs, with observations as images

Given the three views of a cube stack 11 , how can we modify the stack to match the desired back view? m

%
World Reconstruction World Simulation
=) e s e ;
Top Front Right Reconstruct the Tryputa
view view view full structure new cube

Get the answer: Pl Imagln(? the P — Wait, retry P Imaglng the
Put at (2,0,0) back view another choice back view

Jialong Wu, et al. Visual Generation Unlocks Human-Like Reasoning through Multimodal World Models. arXiv 2026.



Generated Interleaved CoTs

Real-World Spatial Reasoning .<think>First, let's anglyze t'he The refrigerator is not visible in [...] My initial turn was 90 degrees
When you took the photo in Figure |mag.e§.. [...].It's notvisible in this 90-degree left turn view, [...] left, but the refrigerator isn‘t at that
1, where was the iron refrigerator thatinitial view, so | need to To F)e thorough, exact angle.
located relative to you? change = lwillalso 3 Let'strya

my pers- . check the smaller
pective. view to turn to the
the right. left.

Paper Folding <think>First, First, we will reverse Next, we Continuing the process,
P hei e oldeg ith zoom into the the fourth and final reverse we now undo the
chac‘:l):lZaetcta ti(lan:liii)t?erogltr:'igai (l)e-lzftiﬁiairsvz:e gﬁ:gsz’ upper section’s  fold. Thiswas a the third second fold. Thiswas a

A . g rightmostimage verticalfold where[...] fold.[...] vertical fold where [...]
of triangle-right. [.]
O
\ \ A 0 = o o
E | 4 D 4 b [...]
Cube 3-View Projection <think>To determine the Examining the generated
. ) number of yellow cubes front view, we can
How many cubes in yellow can possibly be seen from the front Jiaibla froraithe front we directly count the
. ,7 . . ’
view? A. 2. B. All three other options are poss:::)le. (6,225 (D), Tl i et i e i e
o ’ front view of the stack. By - cubes. There are 2 yellow
[] - - synthesizing the provided [ cubes visible. Therefore,
[ Q T isometric, top, and left the correct answeris 2,
Hi:] L views, we can generate which corresponds to

the required front view. option A.</think> A



The Visual Superiority Hypothesis

Informativeness ﬁ Prior Knowledge

(Information theoretical analysis) (Transfer learning analysis)

Verbal representations
suffer from ambiguity
and representational
bottlenecks

Humans naturally
represent and
communicate certain
knowledge visually

( The Visual Superiority Hypothesis \

In multimodal reasoning tasks grounded in the physical world, visual generation as a
world model yields representations that are more informative and knowledge-rich
than those produced by verbal world models.

Jialong Wu, et al. Visual Generation Unlocks Human-Like Reasoning through Multimodal World Models. arXiv 2026.



VisWorld-Eval: Task Suite for Reasoning with Visual World Modeling

Key Findings ’ ord Sttt .

Paper Folding Q: How many cutouts are there Multi-Hop Manipulation
in the unfolded paper? A: 15 . . o .
B Q: Starting with the initial arrangement, perform the following:
| — === " 1. Place ared cylinder to the left of the black cylinder.
| { — e . e & 2. Swap the colors of the orange cylinder and the black cylinder.
. . . ¢ — 1 n F‘ After these operations, what is to the left of the orange cylinder?
1 . Vlsual WO rld Slm UlatIOn BOOStS ’ I ﬂ : l A. black sphere, B. white sphere, C. yellow cylinder, D. red cylinder.

Ball Tracking

Multimodal Reasoning

Maze Sokoban
Q: Given a red point-mass ball that moves at i

Q: Navigate the
constant speed, reflects perfectly off solid I— L maze from the red

Q: Guide the player
to push the box onto
the goal position.

walls, and follows the initial direction dot to the blue X.

2. Visual World Reconstruction

indicated by an green arroyv, Qeterming which . A: (4, 5), (5, 5), A: Down, Right,
Boosts Multimodal Reasoning L numbered hole at the top it will enter first. A: 1 (5,4) ... | Con )
. . . Ve World Reconstruction ~
3 . VISU3.| WO rl d M Od el N g IS Cube 3-View Projection Real-World Spatial Reasoning

Front-right Right Top

Unhelpful for Certain Tasks O Ble T e
% dark violet can possibly be
. oy, e T HEEER - e
4. Do UMMs Compromise Verbal L U ) Y
Reasoning Capabilities and

B| as C om p arisons? N o) B Implicit World Modeling B8 Verbal World Modeling B8 Visual World Modeling

5. RL Enhances Various CoTs, : -
Yet Does Not Close the Gap.

Q: Which direction is the
black door relative to me
when | am taking Image 2?

~ @

o o
!

D
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Paper Folding Multi-Hop Manip. Ball Tracking Cube 3-View Proj. MMSI (Cam.-Obj.) MMSI (Cam.-Reg.) Maze Sokoban

Jialong Wu, et al. Visual Generation Unlocks Human-Like Reasoning through Multimodal World Models. arXiv 2026.
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Different Levels of Abstraction

A A new dimension of world models
Latents
(maybe JEPA)
0
()
>
Q
-l Language
c
2 Alignment and Interaction
© .
= Images between different levels
<
Videos
3D
Perception Prediction Planning

World Model Utilities

>
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[ T,,Vision-Language-Action Model [ " (860M)
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The Gap Remains Large
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Baby Performance in Physical and Spatial Reasoning

Struggle with tasks grounded in basic physical and spatial intuition
that even young children naturally master

Comparison of Human vs MLLMs Performance

c A
— o % - ,,r_l t‘: ) L i 1001 W LLMs Age-lZ@
HIH] 8 ‘ = : ‘ | - Human of Different Ages Age-10(3)
o 801 Age-6 (3
— ~] | ] A B C D B
] 1 L J 1~ ; l =
A~ [~ || AL \ l L] 4,‘,, %
l N ‘ ? ‘ ' m 40 A @
E F G H C. D. c * . C
Question: Based on the sequence and position of the other shapes, identify Question: Which option is the correct top-down view of the object? 8 20 A g 5 Vi
the pattern and determine the correct option for the question mark grid. O ﬁ i i
- S — . .
©.0
Answer: F. Answer: A. m ‘@@3 Answer: B. (6& OQ\{: Q\& b\/‘b ,@"L \b°’ A\@x& \g) \go o\go
77 ¢ ) : d < < e < < <
N @ ) 2 < 2 2 2
GPT-5 GPT-5 Human 2 2 & & A\ ‘052 N 7 N
Y & O &) Q o K N
® o & &
Q ef(\\
©

Has GPT-5 Achieved Spatial Intelligence”? An Empirical Study
BabyVision: Visual Reasoning Beyond Language
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Bridging World Models and Multimodal Reasoning

Reasoning = World Model + Search Strategy

Multimodal Algorithmic Reasoning

Training samples
(x1,000,000)
HHHH

target: X16
X12=0
T xe=1

X11=1

.
free generation target: X!
g X12=0
§ X11=1
g X16=0
% X3=0
g X15=1
g X10=1
X5=_

0.0e+00

5.0e+08
Number of tokens

Abstraction and multimodality Flexible and intuitive search

Unified Model
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Thank You for Your Attention!
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